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sumption while achieving a preset level of QoS for each 
co-executing application. 

SCENARIO-BASED MEDIA PROCESSING

We have developed a scenario-based framework for 
managing processor resources while achieving QoS on 
contemporary multicore processors that run media-
streaming applications. As Figure 1 shows, the framework 
consists of five major steps:

•	 Media-stream characterization. We first perform an 
offline, platform-independent analysis of a set of 
media streams in a database. 

•	 Scenario identification. Using this frame-based char-
acterization, we identify groups of frames, known as 
scenarios, with similar decode complexity character-
istics. The key concept is that all frames belonging 
to the same scenario require similar compute power 
and energy consumption at decode time. Scenarios 
are independent of the underlying platform and can 
be used across different processor architectures and 
media decoders. 

•	 Scenario annotation. Next, we annotate arbitrary 
media streams with per-scenario meta-information. 
This can be done as a postprocessing step on previ-
ously encoded media streams or during encoding.

•	 Client platform profiling. We then profile the client 
and relate platform-independent scenarios to plat-

A 
critical concern for embedded processor 
design is the ability to provide higher levels 
of performance at ever-diminishing energy 
budgets. This trend is evident in the mobile-
phone market’s evolution during the past 

decade: today’s smartphones run a wide range of com-
plex applications including multimedia, games, Web 
search, social networking, location-based services, 
instant messaging, e-mail, and so on; at the same time, 
battery lifetime has increased dramatically. Hence, the 
embedded processor industry has moved toward mul-
ticore processing to deliver high performance while 
implementing power-management techniques such 
as dynamic voltage and frequency scaling (DVFS) to 
reduce energy consumption. 

Most applications that run on mobile devices have soft 
real-time requirements—for example, media decoders 
must decode a video frame in a certain time window, such 
as every 30 milliseconds. Similarly, interactive applications 
require short response times. For such applications, the 
underlying system needs to deliver some level of quality 
of service (QoS). However, it is hard to predict the required 
compute and power resources—to, say, decode the next 
media frame by its deadline. The problem of maintaining 
QoS is compounded on a multicore processor because 
multiple applications run concurrently on different 
cores while sharing resources, including battery lifetime. 
Designers thus face the challenge of reducing energy con-
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used by researchers are platform-dependent—for example, 
expressed as the number of cycles required to decode a 
frame on particular hardware. This profiling step can be 
done either at runtime4-6 or through an offline profiling 
step.7-9 The problem with such a characterization is that 
it is tied to one particular platform and thus cannot be 
used across different platforms. This limitation can be 
overcome by either using domain knowledge or automated 
characterization.

Using domain knowledge. One platform-independent 
approach we developed leverages the way a media stream 
and its frames are encoded.3 For example, for an H.264/
AVC video stream,10 we count the number of macroblocks 
of a given type in each frame. The video stream’s mac-
roblock profile is independent of the decoder as well as 
the system on which the video stream is to be decoded. 
Similarly, we characterize an MP3 audio stream11 by the 
way each frame’s two granules are encoded—through 
long blocks, short blocks, or mixed blocks—and by which 
type of sound they contain: mono, dual-channel, regular 
stereo, or joint stereo. 

The downside of this approach is that identifying the 
right features to characterize media streams in a platform-
independent manner is tedious and time-consuming. 
However, once the right features have been determined, 
characterizing media streams is straightforward and can 
be done quickly. 

Automated characterization. An alternative media-
stream characterization technique we developed is 
automated and requires only limited domain knowledge.2 
We collect a functional execution profile of each frame by 
decoding it using an instrumented media decoder. (Only 

form-dependent and client-specific performance and 
energy data.

•	 Resource prediction. Client profiling enables energy-
efficient media-stream decoding. In particular, a con-
tent provider can determine, based on per-scenario 
client profiling and the different scenarios occurring 
in a media stream, whether the client is powerful 
enough to meet most of the frames’ deadlines or the 
available battery lifetime is sufficient for decoding 
the entire stream. The client can then decide not to 
download the media stream, or it can request the 
same media content in a different format so that it can 
decode the media stream given its available resources. 
In other words, resource prediction allows the client 
and content provider to determine what QoS level to 
request and deliver, respectively. 

Our earlier work using this framework1-3 was limited to 
single-core processors. More recently, we sought to demon-
strate its applicability to different processor architectures, 
including multicore processors, as well as different media 
applications. Toward that end, we experimented with 
an H.264/AVC video decoder and an MP3 audio decoder 
using both a reduced-instruction-set computing (RISC) 
processor as well as a very long instruction word (VLIW) 
processor. The results demonstrate the effectiveness of 
scenario-based resource prediction for QoS- and energy-
aware media applications. 

Media-stream characterization

The first step in our framework is to characterize a set 
of media streams. Most media-stream characterizations 
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Figure 1. Scenario-based media processing involves characterizing a large set of media streams; identifying frames of similar decode 
complexity, or scenarios; annotating arbitrary media streams with scenario identifiers; and profiling client platforms to enable  
resource prediction and energy-efficient media-stream decoding. 
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Scenario identification is a one-time 
cost: we need only profile media 
streams once to determine the 
scenarios. 

very limited domain knowledge is required to identify the 
frame decode loop.) The instrumented decoder records a 
signature of the decoder’s control-flow behavior during 
runtime. The hardware does not affect this characteriza-
tion: the decode profile is accurate across platforms. 

In particular, the instrumented media decoder records 
the execution frequency along control-flow edges using 
edge vectors (EVs). A control-flow edge is a transition 
(branch or jump) from one basic block to another in the 
decoder. Each EV element thus counts how many times 
its corresponding edge is taken. Consider, for example, a 
decoder that executes the dynamic basic block sequence 
ABABACABABACA: it first executes the instructions in A, 
followed by the instructions in B, and so on. The EV is as 
follows: [AB, BA, AC, CA] = [4, 4, 2, 2]—the transitions 
between A and B, and between B and A, appear four times 
in the dynamic instruction stream, and those between A 
and C, and between C and A, appear twice. 

Scenario identification
After characterizing all media streams in the database, 

we apply cluster analysis to the entire collection of frames 
to group them into scenarios. This data-analysis technique 
groups n cases, in our case frames, in k distinct clusters 
(the scenarios) based on the measurements of p variables, 
in our case the decode complexity features that character-
ize the frames. The two most common types of clustering 
are linkage and K-means. We advocate K-means cluster-
ing because it scales better with an increasing number of 
cases—it has an O(kN) time complexity for N frames and 
k clusters. 

The algorithm works as follows. It first randomly se-
lects k cluster centers. It then calculates the distance from 
each case to the center of each cluster, assigns each case 
to its closest cluster, and computes new cluster centers. 
The algorithm iterates until it observes no more changes; 
each cluster represents a scenario. Once the clustering is 
complete, the algorithm selects a representative for each 
scenario—this is the frame closest to the cluster’s centroid. 
We later use these scenario representatives to profile client 
platforms. The end result of scenario identification is k 
scenarios, each of which has a scenario representative. 

Scenario identification is a one-time cost: we need only 
profile media streams once to determine the scenarios. 
When we add a new media stream to the database, we 

must characterize it—for example, in the case of video 
streams, by counting the number of macroblocks per type 
in each frame—but after this step we simply annotate the 
frames with the closest scenario identifier (ID).

Scenario annotation 

We next annotate the media streams with scenario 
meta-information, which can be done in two ways. One 
possibility is to embed the scenario information in the 
media stream—that is, add the scenario ID to the frame 
header. However, this approach is viable only if the sce-
nario ID can be encoded in the frame header in such a 
way that a non-scenario-aware decoder can still decode 
scenario-aware media streams. A more practical solution 
is to maintain the scenario information in a separate file or 
scenario stream that can be sent before or along with the 
video stream, respectively. The scenario stream is prefer-
able because it nicely fits within the container structures 
often used in multimedia streams, such as MP4. 

The amount of scenario information that the content 
provider must send to the client is very limited—theoret-
ically, no more than log

2
k   bits per frame, with k the 

number of scenarios. In practice, this may require an ad-
ditional byte per frame, but in some implementations—for 
example, if the scenario information can be embedded 
in the already existing frame header format—commu-
nicating scenario information may not require sending 
extra bytes. For the H.264/AVC video decoder in our ex-
perimental setup, scenario IDs incur an overhead of less 
than 100 bits per second of video. Thus, given a one-hour 
video stream that requires approximately 45 Kbytes of 
compressed storage, the cost for uncompressed scenario 
information is approximately 66 Kbytes per hour of video, 
an overhead of less than 0.02 percent. 

Client platform profiling 

We can exploit the scenario IDs annotated to the media 
streams to predict required resources. To do so, however, 
we must first profile the client platform by building a sce-
nario profile table like that shown in Figure 1. The SPT 
contains the time (in number of clock cycles) and energy 
(in joules) for decoding a frame belonging to each scenario. 
We obtain these values by decoding scenario representa-
tives on the client at a nominal clock frequency and supply 
voltage, and monitoring

•	 how many processor clock cycles it takes to decode 
each scenario representative, and

•	 how much energy is consumed for decoding each 
scenario representative at a nominal clock frequency. 

We can use user-accessible hardware performance coun-
ters available on modern microprocessors12 to monitor the 
decode time and consumed energy. The resulting SPT thus 
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We obtained results for these streams in common interme-
diate format (CIF) resolution (352 × 288 pixels per frame). 
We also evaluated content-adaptive variable-length coding 
(CAVLC) and an IPPPP… group of pictures (GOP) structure—
one I frame followed by 15 P frames. For the MP3 decoder, 
we used Krister Lagerstöm’s implementation15 and a collec-
tion of audioclips from the Internet.

The experiments used a leave-one-out methodology—
when evaluating prediction accuracy for a given media 
stream, we excluded that stream from the database for 
building the scenarios. This reflects expectations in prac-
tice whenever a new media stream arrives and must be 
annotated with scenario information. We did the scenario 
analysis for video decoding and audio decoding sepa-
rately. We assumed 32 scenarios for the video decoder 
and 14 for the audio decoder. We experimentally verified 
that these are good numbers—fewer scenarios may lead 
to missed deadlines.3 

We used two very different processor types, namely 
superscalar RISC and VLIW. The former was a simulated 
four-wide, superscalar, out-of-order processor, for which 
we used the SimpleScalar/Alpha v3.0 toolset.17 We esti-
mated microprocessor energy consumption with Wattch 
v1.02.18 These simulation tools were extended to model 
frequency as well as voltage scaling. When applying both, 
we varied voltage with frequency based on f ~ (V – Vth)

α/V.5 

We also modeled the time cost for changing the processor 
operating frequency and voltage. The VLIW processor was 
a simulated eight-wide Texas Instruments C67 processor 
(TMS320C6711);19 we obtained the TI C67 binaries using the 
TI Code Composer Studio IDE compiler. 

EVALUATION 

We conducted five evaluations of scenario-based 
resource prediction. We first assessed the technique’s ef-
fectiveness in predicting decode time, QoS, and energy 
consumption. Next, we determined whether it leads to 
platform-independent scenarios. Finally, we compared the 
approach to two others in managing QoS on multicore pro-
cessors running multiple media applications concurrently. 

Predicting decode time 

We first evaluated our method’s accuracy in predicting 
a video steam’s decode time on a given client. To meet the 

summarizes the decode time and energy per scenario at a 
nominal frequency/voltage operating point. 

Resource prediction 

Client profiling enables both online and offline resource 
prediction.

Online. In online resource prediction, the client proc-
esses the scenario-annotated media stream. It reads the 
scenario information and determines the scenario oper-
ating frequency, fdecode, and voltage level from the SPT for 
minimum energy consumption while meeting the frame 
deadline. fdecode is calculated as θ × Cdecode( f

n
)/Tdeadline, with 

Cdecode( f
n
) the decode time in cycles (stored in the SPT) at 

a nominal frequency f
n
 and Tdeadline the time between two 

deadlines, in our case 30 ms. The θ parameter is client-
specific and set to 1.15 in our experiments; it reflects the 
fact that cycle count changes slightly when scaling clock 
frequency and the scenario representative may not be 
the interval that requires the maximum cycle count for 
meeting the frame deadline among all the intervals for 
the given scenario. Processors can use DVFS to change 
the frequency and voltage level at runtime; some multi-
core processors implement per-core DVFS. Other potential 
energy-saving techniques are cache resizing13 and proces-
sor resizing.14 

Offline. In offline resource prediction, the client com-
municates the SPT to the content provider or, for popular 
clients, the content provider can cache the SPT. Predicting 
the required compute and energy resources for decoding a 
media stream on the client is then trivial: the content pro-
vider combines the scenario IDs for the media stream with 
the information in the SPT. For example, to estimate the 
energy required to decode a media stream on the client, 
the content provider makes a weighted sum of the energy 
numbers in the SPT, with the weights being the number 
of frames in the given media stream belonging to a given 
scenario. A similar method applies to estimating decode 
time; the content provider estimates the total decode time 
by a weighted sum of the decode times in the SPT. Yet 
another application is to estimate QoS—the number of 
missed frame deadlines when decoding the media stream 
at a given clock frequency. This is done by counting the 
number of frames in the media stream for which the 
decode time exceeds the frame-decode deadline. 

EXPERIMENTAL SETUP 

Our experiments evaluated two pervasive media-stream 
processing algorithms: H.264/AVC video decoding10 and MP3 
audio decoding.15 H.264/AVC is the new-generation compres-
sion algorithm for consumer digital video; we used version 
JM6.1 of the reference software of the JVT/AVC codec16 in our 
measurements. We processed 12 video sequences contain-
ing 297 frames each; this corresponds to approximately 10 
seconds of video at a decode rate of 30 frames per second. 

Our experiments evaluated two 
pervasive media-stream processing 
algorithms: H.264/AVC video 
decoding and MP3 audio decoding.
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centage of missed frame deadlines and the predicted 
percentage of missed frame deadlines as a function of 
the client’s clock frequency. With the clock frequency set 
at 1.2 GHz, the method missed approximately 40 percent 
of all frame deadlines; however, at 2.5 GHz, it missed 
no deadlines. Thus, the estimated number of missed 
frame deadlines closely matched the real number over 
the entire clock-frequency range. Prediction error never 
exceeded 4 percent.

Predicting energy consumption 

To assess the accuracy of scenario-based media-stream 
analysis for predicting overall energy consumption, we 
considered an energy-efficient client that employs DVFS.3 
The basic idea of DVFS is to lower the clock frequency and 
supply voltage so that the processor minimizes energy 
consumption while still meeting the frame deadlines. 
Figure 4 shows the method’s error predicting the amount 
of energy consumed while decoding a video stream. The 
results are very similar to the decode-time error: average 
prediction error was 1.4 percent, while maximum predic-
tion error never exceeded 4 percent. 

Evaluating platform independence 

To determine whether edge-vector characterization 
indeed leads to platform-independent scenarios, we col-
lected EVs on the Alpha RISC platform and subsequently 
used these scenarios to predict individual audio-frame 
decode times on the TI VLIW platform. As Figure 5 shows, 
the scenarios were effective on both platforms: 98 per-
cent of the frames had an error of less than 5 percent, and 
only 0.3 percent of the frames had an error larger than 
10 percent. 

reference decoder’s 30-ms frame deadlines, we set the 
client clock frequency to 2 GHz. As Figure 2a shows, the 
decode time for the entire stream could be predicted with 
an error of at most 4 percent and an average error of 1.4 
percent. Figure 2b indicates the cumulative distribution 
function of per-frame prediction errors—90 percent of all 
frames had a decode-time prediction error of less than 6.3 
percent, while 96.8 percent of all frames had a decode-
time prediction error of less than 10 percent. 

Predicting QoS 

Using the scenario-based method, a content provider 
can predict whether the client platform is computation-
ally powerful enough to decode a video stream—that 
is, estimate the number of frame deadlines the client 
will miss. The two curves in Figure 3 show the real per-
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Figure 2. Predicting decode time. (a) The decode time for a 
given entire stream could be predicted with an error of at most 
4 percent and an average error of 1.4 percent. (b) Absolute 
prediction error for decode times for individual frames. Ninety 
percent of all frames had a decode-time prediction error of less 
than 6.3 percent, while 96.8 percent of all frames had a decode-
time prediction error of less than 10 percent.

Figure 3. Predicting QoS. The estimated number of missed 
frame deadlines (in 10-MHz steps) closely matched the real 
number over the entire client’s clock-frequency range. Predic-
tion error never exceeded 4 percent. 

1.2 1.4 1.6 1.8 2 2.2 2.4
 0 

 5 

10 

15 

20 

25 

30 

35 

40 

45 

50 

Frequency (GHz)

Fr
am

e m
iss

es
 (%

)

 

 
Measured misses
Predicted misses



Figure 6. QoS management on multicore processors. The graph 
shows the fraction of dropped video frames versus audio frames 
while minimizing energy consumption for the random, ratio, 
and scenario-based approaches. The scenario-based approach 
resulted in fewer dropped frames at higher energy reduction 
than the random and ratio approaches: QoS improved by ap-
proximately 10 percent for the same energy consumption, or, 
put another way, energy consumption was approximately 10 
percent lower for the same level of QoS.
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ferent energy-reduction targets for the scenario-based 
approach; all points on a line achieve the same energy re-
duction at different levels of QoS for the co-executing tasks. 
The random and ratio approaches are shown as individual 

QoS on multicore processors 
An important issue for designers of multicore proces-

sors for embedded media systems is ensuring QoS when 
multiple tasks run concurrently on the processor while 
sharing resources, especially critical resources such as 
battery lifetime. Ideally, the system should manage the 
shared resources so as to minimize the impact on the co-
executing tasks’ QoS, or, alternatively, the user should be 
able to set the desired QoS level for each task while meet-
ing the constraint on the shared resource—for example, 
reducing energy consumption by 30 percent or extending 
battery lifetime by 30 percent. 

One simple approach is to randomly drop frames from 
either co-executing task until the target energy reduc-
tion is reached. However, if there are more audio frames 
than video frames, this technique, which is application-
unaware, could drop all video frames in the case of a high 
target energy reduction, resulting in the system processing 
audio frames only. A similar “ratio” approach is to drop 
an equal number of frames from both tasks—that is, the 
QoS level is identical for both co-executing tasks. A third 
approach is to selectively drop frames from scenarios 
with the highest energy demands. This scenario-based 
approach reduces energy consumption while minimizing 
the impact on QoS for both tasks. It also lets the user trade 
off the level of QoS for both tasks—for example, to drop 
frames from both tasks at an equal rate or to prioritize 
video over audio and drop a particular number of audio 
frames per video frame. 

Figure 6 shows the number of dropped video frames 
versus the number of dropped audio frames when co-
executing the video and audio decoders using these three 
approaches. The different lines and colors represent dif-

Figure 5. Evaluating platform independence. Cumulative distri-
bution of prediction error when predicting audio-frame decode 
times on the TI VLIW platform using edge vectors computed on 
the Alpha RISC platform. The scenarios were effective on both 
platforms: 98 percent of the frames had an error rate of less than 
5 percent, and only 0.3 percent of the frames had an error rate 
larger than 10 percent. 
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Figure 4. Predicting energy consumption for a DVFS-aware cli-
ent. Average prediction error was 1.4 percent, while maximum 
prediction error never exceeded 4 percent. 
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predictions. Their approach, however, has two important 
limitations. First, it requires “a relatively large set of video 
sequences with associated measurements.” This is im-
practical on resource-constrained embedded devices, as 
profiling the client may take considerable time. In contrast, 
scenario-based resource prediction enables rapid client 
profiling using only a few frames, namely the scenario 
representatives. Second, storage requirements for the 
content provider in Mattavelli and Brunetton’s technique 
are at least two orders of magnitude larger than those 
in scenario-based resource prediction. Their approach 
requires the storage of regression weights for all platform-
independent metrics per frame, which would be hundreds 
of bits per frame in our setup. Our approach needs only a 
few bits to encode the scenario ID per frame. 

Researchers have proposed numerous energy-efficient 
media decoding techniques.4-9 Several of these techniques 
do an online prediction of how fast the client’s clock fre-
quency must be set to minimize energy consumption and 
still meet the frame deadlines. However, they do not enable 
a priori resource predictions and QoS management in mul-
ticore processors. 

S.V. Gheorghita and colleagues22 used scenarios to 
estimate worst-case execution time, but this is different 
than resource prediction. While WCET estimation aims 
to formally prove execution-time bounds, resource pre-
diction strives to predict performance, QoS, and energy 
consumption. 

O
ur research indicates that scenario-based 
resource prediction accurately estimates 
decode time, energy consumption, and QoS, 
on both single-core and multicore processors. 
This can be accomplished by annotating media 

streams with meta-information that reflects decode com-
plexity in a platform-independent way. 

There is ample room for future work. One possible avenue 
to explore is whether scenario-based resource prediction can 
be used to drive task scheduling and resource management 
in multicore processors. In addition, researchers could evalu-
ate the approach across different video/audio software and 
hardware decoders, different encoding formats (for example, 
video streams with I, P, and B frames), and other media appli-
cations. Finally, it would be interesting to determine whether 
the scenario-based resource prediction concept can be gen-
eralized to other classes of QoS-sensitive workloads in other 
computing environments, such as interactive applications in 
datacenters (cloud computing). 
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points because they do not enable trading off achievable 
QoS for the audio versus the video decoder—each point 
represents a different target energy reduction, hence the 
different colors for each point. The scenario-based ap-
proach clearly results in better QoS (fewer dropped frames) 
at higher energy reduction than the random and ratio ap-
proaches. QoS improves by approximately 10 percent for 
the same energy consumption, or, put another way, energy 
consumption is approximately 10 percent lower for the 
same level of QoS—for example, the 30 percent energy-
reduction target with scenarios has the same number of 
frame drops as the 40 percent energy-reduction target for 
the random and ratio approaches. 

This evaluation assumed a static usage environment 
with a predefined workload—that is, the client ran the 
two applications in isolation without any system inter-
ruption. Our scenario-based framework is also applicable 
to more realistic situations in which multiple tasks run 
concurrently on the device. A cell phone, for example, 
often processes calls and text messages and runs other 
programs at the same time. As a result, the execution en-
vironment changes dynamically over time. 

Our framework deals with dynamic environments in 
a straightforward way. If the time to the next deadline 
is T units, then we simply rescale the clock frequency 
fdecode with a factor Tdeadline/T up to the next deadline. The 
reason why this is a reasonable approach is that, accord-
ing to our experiments, media applications are primarily 
compute-intensive for contemporary cache sizes and thus 
performance scales proportionally with clock frequency. 
In general, though, resources shared among the co-execut-
ing applications—including caches, memory controllers, 
an on-chip interconnection network, and off-chip band-
width—can also affect individual programs’ performance, 
QoS, and energy consumption. For example, in a shared 
cache, one application may induce additional conflict 
misses for the co-executing applications. However, our ex-
perience with media applications suggests that multicore 
resource sharing is not a severe problem because media 
applications are not very cache-intensive. 

RELATED WORK

Michael Horowitz and colleagues20 carried out a de-
tailed, platform-independent complexity analysis of 
the H.264/AVC video decoder. They characterized video 
streams in terms of macroblock types and the number of 
fundamental operations required to perform key decoder 
subfunctions. 

Marco Mattavelli and Sylvain Brunetton21 also charac-
terized video streams in a platform-independent manner 
by counting the number of different types of macroblocks. 
To predict decoder performance on a particular platform, 
they employed linear regression to learn how to weigh the 
platform-independent metrics for making decode-time 
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