
Statistical Simulation of Chip Multipr ocessors
Running Multi-Pr ogram Workloads

Davy Genbrugge LievenEeckhout

ELIS Department,GhentUniversity, Belgium
Email: f dgenbrug,leeckhou g@elis.UGent .be

Abstract

Thispaperexploresstatisticalsimulationasa fastsimu-
lation techniquefor driving chip multiprocessor(CMP)de-
signspaceexploration. Theideaof statisticalsimulationis
to measurea numberof importantprogramexecutionchar-
acteristics,generate a synthetictrace, and simulatethat
synthetictrace. The important bene�t is that a synthetic
traceis verysmallcomparedto real programtraces.

This paperadvancesstatisticalsimulationby modeling
sharedresources,such assharedcachesandoff-chip band-
width. This is done(i) by collectingcachesetaccessprob-
abilities and per-setLRU stack depthpro�les, and (ii) by
modelinga program's time-varyingexecutionbehaviorin
thesynthetictrace. Thekeybene�t is that thestatisticalpro-
�le is independentof a givencache con�guration and the
amountof multiprocessing, which enablesstatistical sim-
ulation to modelcon�ict behaviorin shared cacheswhen
multipleprogramsare co-executingon a CMP. We demon-
strate that statistical simulationis both accurate and fast
with average IPC predictionerrors of lessthan 5.5% and
simulationspeedupsof 40Xto 70Xcomparedto thedetailed
simulationof 100M-instructiontraces.Thismakesstatisti-
cal simulationa viable tool for CMP designspaceexplo-
ration.

1 Intr oduction

Architecturalsimulationis a crucial tool in a computer
designer's toolboxbecauseof its �e xibility , its easeof use
andits ability to drive designdecisionsearly in thedesign
cycle. The downsidehowever is that architecturalsimu-
lationsarevery time-consuming.Simulatingan industry-
standardbenchmarkto completionfor a uniprocessorde-
sign point easilytakesa coupleof weeks,even on today's
fastestmachinesand simulators. Culling a large design
spacethrougharchitecturalsimulationof completebench-
mark executionsthussimply is infeasible. And this prob-

lem keepson increasingover time. Given the currentera
of CMP design,there is a big questfor ef�cient simula-
tion techniquesfor driving thedesignprocessof CMPswith
multiple tensof coresintegratedona singlechip.

Researchersandcomputerdesignersare well awareof
themulti-coresimulationproblemandhavebeenproposing
varioussimulationmethodologiesfor copingwith it, suchas
sampledsimulation[1, 7, 15, 17], or parallelizedsimulation
and/orhardwareacceleratedsimulationusingFPGAs[12].
In this paperwe take a differentapproachthroughstatisti-
cal simulation. The ideaof statisticalsimulationis to �rst
measureastatisticalpro�le of aprogramexecutionthrough
(specialized)functionalsimulation.Thesestatisticsarethen
usedto build a synthetictrace;this synthetictraceexhibits
the samecharacteristicsas the original programtrace,by
construction,but is muchshorterthantheoriginal program
trace,nomorethana few millions of instructions.Simulat-
ing this synthetictracethenyieldsa performanceestimate.
Given its short length,simulatinga synthetictraceis done
veryquickly.

Previouswork hasbeenexploring thestatisticalsimula-
tion paradigmextensively for uniprocessors[5, 8, 9, 11],
andasinglestudy[10] appliedstatisticalsimulationto mul-
tithreadedworkloadsrunningon sharedmemorymultipro-
cessorsystems.Noneof thisprior work addressesthemod-
eling of sharedresourcesin chip multiprocessorsthough.
This paperadvancesthestatisticalsimulationmethodology
by proposingmodelsfor sharedresourcessuchas shared
cachesandoff-chip bandwidth.This makesstatisticalsim-
ulation a viable fast simulationtechniquefor quickly ex-
ploring chip multiprocessordesignspaces.Note that we
do not envision statisticalsimulationasa substituteto de-
tailedsimulation. We ratherconsiderstatisticalsimulation
asausefulcomplementto detailedsimulationat theearliest
stagesof the design: the designspacecanbe culled using
statisticalsimulation,andwhena region of interestis iden-
ti�ed, detailedbut slower simulationcan then be usedto
exploretheregionof interestin greaterdetail.

This papermakesthefollowing contributions:



� We extend the statisticalsimulationmethodologyto
chip multiprocessorsrunning multi-program work-
loads. To enablethe accuratemodeling of shared
cachesin chip multiprocessors,we collectstatisticsto
capturethe cacheaccessbehavior, suchassetaccess
probabilitiesandper-setLRU stackdistanceprobabili-
ties. Co-simulatingsynthetictracesannotatedwith set
andLRU stackdistanceinformationthengivesanac-
curatepictureof thecon�ict behavior in sharedcaches.

� We show thatin orderto accuratelymodelcon�ict be-
havior in sharedresources,it is importantto accurately
model the time-varying programexecutionbehavior.
To thisend,wecollectastatisticalpro�le andgenerate
asyntheticmini-traceperinstructioninterval,andthen
subsequentlycoalescethesemini-tracesto an overall
synthetictrace.

� The cache set accessand per-set LRU stack dis-
tance statistics make the statistical pro�le less
microarchitecture-dependent. A singlestatisticalpro-
�le for the largestcacheof interestduring the design
spaceexploration can now be usedto explore vari-
ous cachecon�gurations for a given cacheline size
whereaspreviouswork requiresa statisticalpro�le for
eachcachecon�gurationof interest.

� We demonstratethat theoverall framework presented
in this paperis accurateandef�cient for quickly ex-
ploring thechipmultiprocessordesignspace.

2 Statistical uniprocessor simulation (in a
nutshell)

Statisticalsimulation is done in three steps. We �rst
measurea statisticalpro�le which is a collectionof impor-
tant programbehavior characteristics.The statisticalpro-
�le comprisesprogramcharacteristicssuchasthe instruc-
tion mix, the inter-instructiondependency (throughregis-
ters and memory)distribution, the statisticalcontrol �o w
graph(transitionprobabilitiesbetweenbasicblocks),per-
branchmispredictionrates,per-load/storecachemissrates,
etc.

Subsequently, thisstatisticalpro�le is usedto generatea
synthetictrace. Thesynthetictraceis a linearsequenceof
syntheticinstructions. Eachinstructionhasan instruction
type,a numberof sourceoperands,an inter-instructionde-
pendency for eachsourceoperand(which denotesthepro-
ducerfor thegivensourceoperand),I-cachemissinfo, D-
cachemissinfo (in caseof a load),andbranchmissinfo (in
caseof a branch). The locality misseventsarejust labels
in thesynthetictracedescribingwhetherthe load is an L1
D-cachehit, L2 hit or L2 miss,andwhethertheloadgener-
atesaTLB miss.Similar labelsareassignedfor theI-cache

andbranchmissevents.In the�nal step,thissynthetictrace
is simulatedon a statisticalsimulatoryielding performance
metricssuchasIPC.

The importantbene�t of statisticalsimulationis that a
synthetictraceis very short.As such,synthetictracescon-
tainingnomorethana few million of instructionsaresuf�-
cient for obtainingconvergedperformanceestimates.For
a more elaboratediscussionon statisticalsimulation for
uniprocessors,wereferto [5, 8, 9, 11].

3 Statistical CMP simulation

Statisticalsimulationas describedin the previous sec-
tion cannotbeappliedin astraightforwardmannerto model
chip multiprocessorswith sharedresources. The reason
is that one of the characteristicsin a statisticalpro�le is
the cachemissratefor a givencachehierarchy. However,
co-executingmultiple programson a chip multiprocessor
with sharedL2 and/orL3 cacheswill affect thecachemiss
rate, the amountof off-chip bandwidthrequests,and thus
overall performance.And the level of interactionbetween
programsis greatlyaffectedby theprogramsco-executing:
theinteractionmaybeminimal for someco-executingpro-
grams;for others,theamountof interactioncanbesubstan-
tial. Moreover, thelevelof interactioncanbeaffectedby the
CMPcores'microarchitecture— theamountof interaction
canbeverydifferentfor onemicroarchitecturecomparedto
another.

We now discusshow to extendstatisticalsimulationfor
simulating multi-programworkloadsrunning on a CMP.
This is donein threesteps:(i) cachesetandLRU stackpro-
�ling, (ii) statisticalsimulationof sharedcaches,and(iii)
modelingtime-varyingprogramexecutionbehavior.

3.1 Cache set and LRU stack profiling

In order to enablethe simulationof sharedL2 caches
in a CMP, we collect two novel programcharacteristicsin
the statisticalpro�le, namelythe cache setpro�le andthe
per-setLRU stack depthpro�le . (Throughoutthepaperwe
refer to the sharedcacheas the L2 cache;extendingour
framework to modelsharedL3 cachesis trivial.) For doing
this, we assumea largeL2 cache,i.e., the largestL2 cache
onemaybepotentiallyinterestedin duringdesignspaceex-
ploration. The cachesetandLRU stackdepthpro�les for
smallerL2 cachescanthenbederivedfrom thepro�le mea-
suredfor thelargestL2 cache,aswill bediscussedlater. In
our experimentalsetup,thelargestL2 cacheof interestis a
16-wayset-associative16MB L2 cache.

For every memoryreference— this includesinstruction
addressesaswell asdataaddresses— wedeterminetheL2
cacheset that is to be accessedin the largestL2 cacheof
interest.In addition,wealsodeterminetheLRU stackdepth



in thegivenset.ThemaximumLRU stackdepthkepttrack
of duringpro�ling is (a + 1) with a beingtheassociativity
of thelargestL2 cacheof interest.

Thecachesetandper-setLRU stackdepthpro�le canbe
usedto estimatecachemissratesfor cachesthataresmaller
thanthelargestL2 cacheof interest.All accessesto anLRU
stackdepthlarger thana will becachemissesin ana-way
set-associative cache.Similarly, all accessesto setss and
s+ S=2 for acachewith S setswill resultin accessesto set
s for acachewith S=2 sets.

The L2 cachesetandLRU stackdepthpro�les arede-
pendentonagivencacheline size.In practice,thereis only
a few L2 cacheline sizesof interest,which limits thenum-
berof L2 cachesetandstackpro�les thatneedto becom-
puted.

3.2 Statistical simulation of a shared L2 cache

When generatinga synthetictracewe probabilistically
generateacachesetandLRU stackdepthaccessedfor each
memoryreferencebasedon the measuredpro�les. Simu-
lating thesynthetictraceon a CMP with a sharedL2 cache
thenrequiresthat we effectively simulatethe L1 D-cache
andtheL2 cache.In statisticalsimulationfor a uniproces-
sorsystemontheotherhand,cachesdonotneedto besim-
ulatedsincecachemissesaresimply �agged assuchin the
synthetictrace;basedonthesecachemiss�ags, appropriate
latenciesareassigned.Statisticalsimulationof aCMPwith
a sharedcache,on theotherhand,requiresthat thecaches
aresimulatedin orderto modelsharedcachecon�ict behav-
ior.

Eachcacheline in thesharedL2 cachecontainsthefol-
lowing information:

� TheID of theprogramthatmostrecentlyaccessedthe
cacheline; we will referto this ID astheprogramID.
This enablesthe statisticalsimulatorto keeptrack of
theprogram`owning' thecacheline.

� The set index of the set in the largest L2 cacheof
interestthat correspondsto the given cacheline; we
will refer to this set index asthe stored set index. In
casetheL2 cachebeingsimulatedhasasmany setsas
thelargestL2 cacheof interest,thestoredsetindex is
thesetindex of thesimulatedcacheitself. Thestored
setindex will enablethestatisticalsimulatorto model
cachelinescon�icting for a givensetin casethenum-
berof setsis reducedfor thesimulatedcachecompared
to thelargestcacheof interest.

� A valid bit statingwhetherthecacheline is valid.

� A cold bit statingwhetherthecacheline hasbeenac-
cessed.Thecold bit will beusedfor driving thecache
warmupaswill bediscussedlater.

� In caseof awrite-backcache,wealsomaintaina dirty
bit statingwhetherthecacheline hasbeenwritten by
a storeoperation.

� And �nally , we alsokeeptrackof which instructionin
thesynthetictraceaccessedthegivencacheline; this
is doneby storingthepositionof theinstructionin the
synthetictracewhichwe call theinstructionID.

SimulatingthesharedL2 cachethenproceedsasfollows
assumingthatall memoryreferencesareannotatedwith set
informations andLRU stackdepthinformationd for the
largestcacheof interest.We �rst determinethesets0 being
accessedin the simulatedcache.Thecacheaccessis con-
sidereda cachehit in casethereareat leastd valid cache
linesin sets0 for which(i) thestoredprogramIDs equalthe
ID of the programbeingsimulated,and(ii) the storedset
indicesequals. In casethe above conditionsdo not hold,
thecacheaccessis seenasa cachemiss.Themostrecently
accessedcacheblock is puton topof theLRU stackfor the
givenset.

An appropriatewarmupapproachis requiredfor theL2
cache;without appropriatewarmup, the L2 cachewould
suffer from a largenumberof coldmisses.Making thesyn-
thetic tracelongercould solve this problem,however, this
would de�nitely affect the usefulnessof statisticalsimula-
tion which is to provide performanceestimatesfrom very
fastsimulationruns.As such,we take a differentapproach
andwarmuptheL2 cache.Thewarmuptechniquethatwe
use�rst initializes all cachelines asbeingcold by setting
thecold bit in all cachelines. The warmupapproachthen
appliesa hit-on-coldstrategy, i.e., uponthe �rst accessto
a givencacheline we assumeit is a hit andthe cold bit is
set to zero. Thit hit-on-coldwarmupstrategy is simpleto
implement,andis fairly accurate.

During this work, we also found that it is importantto
modelL1 D-cachewrite-backsduringsynthetictracesimu-
lationbecausewrite-backscanhaveasigni�cant impacton
the con�ict behavior in the sharedL2 cache.This is done
by simulatingtheL1 D-cachesimilar to what is described
above for the L2 cache. We assumethat an L1 D-cache
write-backis an L2 cachemiss in caseall instructionIDs
in thegivenL2 setarelarger thanthe instructionID of the
cacheline writtenbackfrom L1 into L2; if not,it is assumed
ahit.

3.3 Modeling time-varying behavior

A critical issueto the accuracy of statisticalsimulation
for modelingCMP performanceis that the synthetictrace
has to capturethe original program's time-varying phase
behavior. Thereasonis thatoverallperformanceis affected
by the phasebehavior of the co-executingprograms: the
relative progressof a programis affectedby the con�ict



behavior in the sharedresources[17]. For example,extra
cachemissesinducedby cachesharingmay slow down a
program's execution. This oneprogramrunningrelatively
slowermayresultin differentprogramphasesco-executing
with theotherprogram(s),which, in turn,mayresultin dif-
ferent sharingbehavior, and thus fasteror slower relative
progress.

To modelthetime-varyingbehavior we divide theentire
programtraceinto a numberof instructionintervals;anin-
structioninterval is a sequenceof consecutive instructions
in thedynamicinstructionstream.We thencollecta statis-
tical pro�le perinstructioninterval andgenerateasynthetic
mini-trace. Coalescingthesemini-tracesyields theoverall
synthetictrace.Thesynthetictracethencapturestheorigi-
nal trace's time-varyingbehavior.

4 Experimental setup

We usethe SPECCPU2000benchmarkswith the ref-
erenceinputs in our experimentalsetup. The Alpha bina-
riesof theCPU2000benchmarksweretakenfrom theSim-
pleScalarwebsite.We considered100M single(andearly)
simulationpointsasdeterminedby SimPoint[13, 14] in all
of our experiments. The synthetictracesare 4M instruc-
tionslong,unlessmentionedotherwise— weprovideamo-
tivation for this in Section5.3. For measuringthe statisti-
cal pro�les capturingtime-varyingbehavior, we measurea
statisticalpro�le per10M-instructioninterval. From these
tenstatisticalpro�les, wethengenerate10400K-instruction
mini-tracesthataresubsequentlycoalescedto form the4M-
instructionsynthetictraces.

We usethe M5 simulator[2] in all of our experiments.
Ourbaselinecoremicroarchitectureis a4-widesuperscalar
out-of-ordercore with 64KB private L1 I- and D-caches
with a 2-cycle accesslatency. When simulatinga CMP,
we assumethatall coressharetheL2 cacheaswell asthe
off-chip bandwidthfor accessingmain memory;the base-
line L2 cacheis an 8-way set-associative 4MB cachewith
a 12-cycle accesslatency; main memoryhasan accessla-
tency of 150 cycles. We modelwrite buffers andMSHRs
in our cachehierarchy. Simulationstopsassoonasoneof
the co-executingprogramsterminates,i.e., assoonasone
of theprogramshasexecuted100M instructionsin caseof
detailedsimulation,or 4M instructionsin caseof statistical
simulation.

5 Evaluation

We now evaluatethestatisticalsimulationmethodology
proposedin this paperalongthreedimensions:(i) accuracy
bothin termsof a singledesignpoint asin termsof explor-
ing a designspace,(ii) simulationspeed,and(iii) storage
requirementsfor storingthestatisticalpro�les ondisk.
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Figure 1. Evaluating the accurac y of statisti­
cal sim ulation for single­pr ogram and homo­
geneous multi­pr ogram workloads.

5.1 Accuracy

Homogeneousworkloads. The top graph in Figure 1
evaluatestheaccuracy of statisticalsimulationfor a single
programrunningon a single-coreprocessor. The average
IPC predictionerror is 1.6%; this is in line with our prior
work [8]. The otherthreegraphsin Figure1 evaluatethe
accuracy whenrunninghomogeneousmulti-programwork-
loadson a multi-corewith a sharedL2 cache,i.e.,multiple
copiesof the sameprogramare executedsimultaneously.
The averageprediction error for the two-core, four-core
andeight-coremachinesare3.1%,4.5%and4.6%,respec-
tively. Statisticalsimulationis capableof accuratelytrack-
ing the impactof the sharedL2 cacheandoff-chip band-
width on overall applicationperformance:for somepro-
grams,resourcesharinghasalmostno impact,seefor ex-
amplemesa; for otherprogramson theotherhand,sharing
hasa largeimpact,seefor exampleart, mgrid andswim.
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Figure 2. Evaluating the accurac y of sta­
tistical sim ulation for heter ogeneous two­
program workloads: detailed sim ulation (DS)
vs. statistical sim ulation (SS).
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Figure 3. Evaluating the accurac y of sta­
tistical sim ulation for heter ogeneous four ­
program workloads: detailed sim ulation (DS)
vs. statistical sim ulation (SS).

Heterogeneousworkloads. Figures2 and3 evaluatethe
accuracy of statisticalsimulationfor randomlychosenhet-
erogeneoustwo-programandfour-programworkloads,re-
spectively. These�gures show that statisticalsimulation
not only accuratelypredictsoverall systemIPC through-
put for heterogeneousworkloads,it alsoaccuratelypredicts
per-programIPCvalues.For example,for thetwo-program
workloads,theaveragethroughputpredictionerror is 2.4%
andtheaverageper-programIPCpredictionerroris 3.4%.

Modeling time-varying behavior. As mentionedin Sec-
tion 3.3, it is importantto modela program's time-varying
behavior in the synthetictracewhen studyingsharedre-
sourcesin CMPsthroughstatisticalsimulation.This is ex-
perimentallyevaluatedin Figure4 whichshowstheaverage
IPC predictionerrorfor heterogeneoustwo-programwork-
loads(i) withouttime-varyingbehavior modelingversus(ii)
with time-varyingbehavior modelingi.e.,by generatingand
coalescingmini-traces.Modelingtime-varyingbehavior re-
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Figure 4. Evaluating the impor tance of mod­
eling time­v arying behavior .

ducestheIPC predictionerror from 8.9%to 3.4%on aver-
age.

5.2 Design space exploration

We now demonstratethe accuracy of statisticalsimula-
tion for driving designspaceexploration,which is the ul-
timate goal of the statisticalsimulationmethodology. To
do so, we considera designspacewith varying L2 cache
con�gurationsanda varyingnumberof cores.We vary the
L2 cachesizefrom 1MB to 16MB with varyingassociativ-
ity from 2- to 16-way set-associative; thecacheline sizeis
keptconstantat64bytes.And wevary thenumberof cores
from 1, 2, 4 up to 8. This designspaceconsistingof 56
designpointsis smallcomparedto a realisticdesignspace,
however, thereasonis thatwearevalidatingtheaccuracy of
statisticalsimulationagainstdetailedsimulationfor eachof
thedesignpoints. The detailedsimulationfor all those56
designpointswasverymuchtime-consuming,which is the
motivationfor statisticalsimulationin the�rst place.

Figure5 shows a scatterplot with systemIPC through-
put through detailedsimulation on the vertical axis ver-
sussystemIPCthroughputthroughstatisticalsimulationon
the horizontalaxis. The two graphsin Figure5 show two
differentheterogeneouseight-programmixes; one mix of
L2-intensive benchmarks(on the left), andonemix of L2-
intensive andnon L2-intensive benchmarks(on the right).
TheIPCthroughputestimatesthroughstatisticalsimulation
show a closeto perfectcorrelationwith theIPC throughput
numbersobtainedfrom detailedsimulation. The average
IPC predictionerror over the entiredesignspaceis 5.5%.
We observed very similar trendsfor other two-, four- and
eight-programmixes.

Cachedesignspaceexploration. Figure6 illustratesthe
accuracy of statisticalsimulationfor estimatingthe global
sharedL2 cachemissrate,i.e., thenumberof L2 missesdi-
videdby thenumberof L1 accesses.We considera shared
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Figure 5. Evaluating the accurac y of statistical sim ulation for exploring CMP design spaces: mea­
sured system IPC thr oughput thr ough detailed sim ulation versus estimated system IPC thr oughput
thr ough statistical sim ulation. The two graphs represent two eight­pr ogram workload mix es.
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Figure 6. Evaluating the accurac y of statistical sim ulation for exploring the shared L2 cache design
space: global L2 miss rate is sho wn for detailed sim ulation versus statistical sim ulation. The two
graphs represent two eight­pr ogram workload mix es.
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L2 cachedesignspaceconsistingof 15 designpoints by
varying the L2 cachesize from 1MB up to 16MB with
varying associativity and numberof sets. We show two
eight-programworkloadshere,but obtainedsimilar results
for otherworkloadmixes. Again, theoverall conclusionis
thatstatisticalsimulationaccuratelytracksperformancedif-
ferencesacrosscachecon�gurationsandacrossa different
numberof cores.Notethattheseresultswereobtainedfrom
a single statisticalpro�le, namelya statisticalpro�le for
thelargestcacheof interest,a16MB 16-wayset-associative
cache.In otherwords,asinglestatisticalpro�le is suf�cient
to drivea cachedesignspaceexploration.

Off-chip bandwidth experiments. Figure 7 shows sys-
tem throughputwhile varying the off-chip bandwidthfor
two workloads that are sensitive to off-chip bandwidth,
namelyapplu and lucas. The off-chip bandwidthdesign
spaceis exploredby varyingthewidth (8-bytevs 16-byte)
andfrequency (333MHz,666MHz,999MHzand1.3GHz).
Again,weobservethatstatisticalsimulationtracksdetailed
simulationveryaccurately.

5.3 Simulation speed

Having shown the accuracy of statisticalsimulationfor
CMPdesignspaceexploration,wenow evaluateits simula-
tion speed.Figure8 showstheaverageIPCpredictionerror
as a function of the synthetictracelength. For a single-
programworkload, the predictionerror staysalmost �at,
i.e., increasingthesizeof thesynthetictracebeyond1M in-
structionsdoesnot increasepredictionaccuracy. For multi-
programworkloadson theotherhand,thepredictionaccu-
racy is sensitive to the synthetictracelength. The reason
is that thesharedcacherequiresmorewarmupto establish
thecon�ict behavior in sharedresourcesbetweenmultiple
co-executingprograms.However, oncethesynthetictrace

containsmorethan4M instructions,thepredictionerrorre-
mainsalmost�at. This observationmotivatedus to report
all of ournumbersusing4M instructionsynthetictraces.

Recallthatin theseexperimentswewentfrom 100Min-
struction real programtracesto 4M instructionsynthetic
traces. This is a 25X decreasein the dynamicinstruction
count. In our statisticalsimulator, this resultsin a 40X to
70X speedupin simulationtime. Thereasonwhy thesim-
ulation time reductionis larger than the dynamicinstruc-
tion countreductionis thatthestatisticalsimulatordoesnot
have to modelall thefunctionalitya detailedsimulatorhas
to do; for example,thestatisticalsimulatordoesnot model
thebranchpredictor, theI-cache,etc.

5.4 Storage requirements

As a �nal note,thestoragerequirementsaremodestfor
statisticalsimulation. The statisticalpro�les when com-
pressedondisk are24MB onaverageperbenchmark.

6 Relatedwork

Statisticalsimulationhasgrown in interestover the re-
centyearsandhasevolvedfrom fairly simplemodels[3, 6]
to moreandmoredetailedmodels[5, 8, 9, 11]. The most
accuratemodelto date[8] reportsanaverageIPCprediction
errorof 2.3%for a wide superscalarout-of-orderprocessor
comparedto detailedsimulation.Thosemodelsarelimited
to single-coreprocessormodelingthough.

NussbaumandSmith[10] extendedtheuniprocessorsta-
tistical simulationmethodto enablethe modelingof mul-
tithreadedprogramsrunningon shared-memorymultipro-
cessor(SMP) systems.To do so, they extendedstatistical
simulationto modelsynchronizationandaccessesto shared
memory. Cachebehavior is modeledbasedon cachemiss
ratesthough; in other words, they do not model shared
caches.

Chandraetal. [4] proposeperformancemodelsto predict
theimpactof cachesharingonco-scheduledprograms.The
outputprovided by the performancemodel is an estimate
of the numberof extra cachemissesfor eachthreaddue
to cachesharing.Theseperformancemodelsarelimited to
predictingcachesharingeffects,anddo not predictoverall
performance.

Sampledsimulation is a popular approachto speed
up simulation. Van Biesbroucket al. [15, 16, 17] pro-
posetheco-phasematrix for guidingsampledsimultaneous
multithreading(SMT) processorsimulationrunningmulti-
programworkloads.EkmanandStenstr̈om[7] andWenisch
et al. [18] userandomsamplingandsystematicsampling,
respectively, to speedupmultiprocessorsimulation.Barret
al. [1] proposethe Memory TimestampRecord(MTR) to
storemicroarchitecturestate(cacheanddirectorystate)at



the beginning of eachsampleas a checkpoint. The main
advantageof statisticalsimulationoversampledsimulation
is that it requireseven fewer instructionsto simulate;as
demonstratedin this paper, we reducethe simulationtime
by more than a factor 40X to 70X comparedto sampled
simulationusing100Minstructionsamples.

7 Conclusion

Simulating chip multiprocessorsis extremely time-
consuming. This is especiallya concernin the earliest
stagesof thedesigncycle wherea large numberof design
points needto be explored quickly. This paperproposed
statisticalsimulationasa fastsimulationtechniquefor chip
multiprocessorsrunningmulti-programworkloads.In order
to doso,weextendedthestatisticalsimulationparadigm(i)
to collectcachesetaccessandper-setLRU stackdepthpro-
�les, and(ii) to modeltime-varyingprogrambehavior in the
synthetictraces.Thesetwo enhancementsenabletheaccu-
ratemodelingof thecon�ict behavior observedin sharedre-
sourcessuchassharedcachesandoff-chip bandwidth.Our
experimentalresultsshowedthatstatisticalsimulationis ac-
curatewith averageIPC predictionerrorsof lessthan5.5%
overa broadrangeof CMP designpoints,while being40X
to 70X times fasterthan detailedsimulationof 100M in-
structiontraces.This makesstatisticalsimulationa viable
fastsimulationapproachto CMPdesignspaceexploration.
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